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Abstract 

Ocular diseases can significantly impact quality of life and are especially prevalent in underserved communities where 
access to qualified ophthalmologists is limited. Because early detection is critical, communities with insufficient 
healthcare professionals or resources could potentially benefit from a deep learning-based diagnostic system that 
enables faster and, therefore, more accessible care. This study investigated the potential of implementing a ResNet-
based deep learning (DL) model as a scalable solution for ocular disease diagnosis, as compared to simpler machine 
learning models. Each model was trained on the publicly available Ocular Disease Intelligent Recognition (ODIR-5K) 
dataset of 6,102 retinal fundus images from approximately 5,000 patients, spanning eight classes: six common ocular 
disorders (age-related macular degeneration, cataracts, glaucoma, diabetic retinopathy, pathological myopia, and 
hypertensive retinopathy), a Normal class, and an Others class. To obtain an unbiased estimate of generalization, the 
test set was held out before any oversampling or augmentation, and SMOTE was applied only to the training partition. 
On this leakage-free evaluation, the ResNet50 model achieved the highest performance (accuracy 0.73, 95% CI 0.70–
0.75; macro F1 0.80), clearly exceeding the Random Forest classifier (accuracy 0.62, F1 0.72) and the K-Nearest 
Neighbors classifier (accuracy 0.38, F1 0.41). Notably, the near-perfect recall previously observed for rare disease 
classes did not persist once synthetic samples were removed from the test set, indicating that the earlier parity between 
traditional models and the deep network was partly an artifact of evaluating on oversampled data. Pairwise McNemar 
tests indicated that ResNet50 outperformed both baselines (p < 0.001). These results indicate that a deep residual 
network generalizes to genuinely unseen retinal images more reliably than the traditional baselines, while remaining 
suitable for screening in resource-limited settings. Future work should explore real-world implementation through 
integration with portable diagnostic platforms. 
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1. Introduction 
 

Globally, as of 2020, approximately 49.1 million people were blind, with an estimated 255 million experiencing 
moderate to severe vision impairment (Bourne et al., 2020). Of those with severe visual impairment, around 89% 
reside in low- and middle-income countries, exposing a substantial disparity in worldwide access to adequate eye care. 
A primary contributor to this gap is the insufficient supply of trained ophthalmologists and resources in impoverished 
and underserved communities (Sommer et al., 2014). In countries such as India, where an estimated 63.64% of the 
entire population lived in rural areas as of 2023 (O’Neill, 2025), the national shortage of qualified optometrists and 
ophthalmologists only exacerbates eye care accessibility issues. For a population the size of India’s, it is recommended 
to have at least 115,000 optometrists with four years of formal training. However, as of 2012, the India Optometry 
Federation reported only 49,000 practicing optometrists, of whom merely 9,000 had completed four-year degrees (De 



Vol. 2026 (8) 629 – 635 
ISSN 2688-3651 [online] 

630 

Souza et al., 2012). This shortfall contributes significantly to the fact that 88.2% of blindness cases in India are 
avoidable (Neena et al., 2008). As such, a large portion of the eye care workforce was undertrained, while qualified 
professionals faced overwhelming caseloads, hindering timely and accurate diagnosis. 

To address these challenges, this study proposed a standardized program for the examination of six of the most 
common ocular diseases worldwide, aiming to improve access to consistent and efficient diagnoses (CDC, 2014). 
Simple machine learning techniques such as KNN and Random Forest have demonstrated promising accuracy on 
tabular datasets, but their behavior on complex image-based data has historically been considered weaker than that of 
convolutional architectures (Iqbal et al., 2023). In contrast, deep learning (DL) models have offered enhanced 
capabilities for rapid and accurate detection, in some settings surpassing conventional methods in handling complex 
ocular image analysis (Con et al., 2021). 

Beyond improving global healthcare accessibility, deep learning classification models may serve as a valuable 
supplementary tool for both novice and experienced ophthalmologists. New practitioners could benefit from DL 
models as secondary evaluators to ensure diagnostic accuracy. Similarly, even skilled ophthalmologists were found to 
be susceptible to diagnostic errors caused by fatigue, delays, or human error (Bhavsar et al., 2021). For instance, the 
average diagnostic agreement between trainee ophthalmologists and gold-standard classifications is moderate at best, 
with a kappa score of 0.541 (Azuara-Blanco et al., 2007). Incorporating deep learning models could help reduce 
misclassification rates and improve patient outcomes by providing a reliable diagnostic safety net. 

Prior deep learning research has demonstrated strong performance in retinal disease detection, particularly for 
binary tasks such as diabetic retinopathy screening. Studies employing CNN architectures including VGG16, 
InceptionV3, and EfficientNet have reported high accuracies on single-disease datasets, with some achieving over 90% 
on well-balanced binary tasks (Gulshan et al., 2016; Tan & Le, 2019). However, several limitations persist: most 
CNN-based studies focus on one or two disease categories; few directly benchmark deep learning against traditional 
classifiers on the same image dataset; and most are evaluated on curated, balanced datasets that do not reflect real-
world class imbalance. This study addressed these gaps by evaluating ResNet50 for eight-class retinal disease 
classification on a significantly imbalanced dataset, with a direct comparative baseline using KNN and Random Forest 
trained on identical data and evaluated on the same leakage-free test set. 

This study aimed to evaluate the effectiveness of a ResNet-based deep learning model for the classification of 
prevalent ocular diseases using retinal fundus images, with the objective of supporting a scalable tool for early 
diagnosis in underserved settings. The research was limited to image-based diagnosis and did not include clinical 
variables or patient histories, and assumed that technological interventions can reduce disparities in medical access 
and diagnostic quality. 
 
2. Methodology 
 

This study followed an experimental 
comparative design evaluating the 
classification performance of three supervised 
learning models—K-Nearest Neighbors 
(KNN), Random Forest, and ResNet50—on a 
labeled medical image dataset. The prediction 
task was framed as a single-label multi-class 
classification problem in which each fundus 
image was assigned to exactly one of eight 
mutually exclusive classes: six disease 
categories (Age-Related Macular 
Degeneration, Cataracts, Glaucoma, Diabetic 
Retinopathy, Pathological Myopia, and 
Hypertensive Retinopathy), a Normal class, 
and an Others class encompassing retinal findings outside the six named disease categories (Figure 1). 

 
Figure 1. Representative retinal fundus images from each of the eight 
classes. Sample fundus images for Age-Related Macular Degeneration, 
Cataract, Diabetes, Glaucoma, Hypertension, Myopia, Normal, and 
Others. Adapted from the Ocular Disease Intelligent Recognition 
(ODIR-5K) dataset (Shanggong Medical Technology Co., 2019). 
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2.1 Dataset Source and Characteristics 
 

The dataset used in this study was the Ocular Disease Intelligent Recognition (ODIR-5K) dataset, originally 
compiled by Shanggong Medical Technology Co., Ltd. and released through the Peking University ODIR-2019 Grand 
Challenge (Shanggong Medical Technology Co., 2019). It comprises color fundus photographs collected from 
approximately 5,000 patients across multiple hospitals and medical centers in China, with each patient contributing 
images of both eyes, yielding 6,102 individual retinal images used in this study. Images were acquired using multiple 
fundus camera models (Canon, Zeiss, Kowa), producing varied resolutions and fields of view. Diagnostic labels across 
the eight categories were assigned by trained human readers under quality control management, based on fundus 
images and patient age. Potential biases include the single-country sourcing (China), multi-device acquisition 
variability, and the pronounced class imbalance dominated by the Normal class. The dataset is publicly available on 
Kaggle, and its use complied with the original publishers’ data usage policies. 
 
2.2 Train, Validation, and Test Split 
 

To ensure an unbiased estimate of generalization, the 6,102 images were first divided into training and test sets 
using an 80/20 stratified split (4,881 training and 1,221 test images) before any augmentation or oversampling was 
applied. The 1,221-image test set retained the dataset’s natural class imbalance and was never exposed to SMOTE or 
augmentation, so it contained only real, held-out images. Within the training partition, image augmentation (Keras’ 
ImageDataGenerator: rotations up to 20°, width/height shifts of 0.2, shear and zoom of 0.2, horizontal flipping) and 
SMOTE were applied to balance the classes for model fitting. The balanced training data were further split 80/20 into 
training and validation subsets to monitor generalization during deep learning model training. All reported metrics 
and confusion matrices were computed on the held-out 1,221-image real test set. 
 

2.3  Metrics of Performance Evaluation 
 

Four primary metrics were considered: accuracy, precision, 
recall, and F1-score, with the macro-averaged F1-score and 
overall accuracy treated as the principal summary measures. 
Because the held-out test set retained the natural class imbalance, 
macro-averaged metrics (which weight every class equally) are 
emphasized alongside overall accuracy so that performance on 
rare classes is not masked by the dominant Normal class. Per-
class specificity—the proportion of true negatives correctly 
identified—was computed from the test-set confusion matrices 
and is reported in Table 1, because specificity is clinically 
important in screening settings where false positives drive 
unnecessary referrals. Confusion matrices were generated for 
each model to visualize class-specific performance. 
 
2.4  Data Preprocessing 
 

Augmentation and SMOTE were applied exclusively to the 
training partition, after the test set had been separated. SMOTE 
(Synthetic Minority Over-sampling Technique) generated 
synthetic samples for underrepresented classes in the training 
data through feature-space interpolation; no synthetic samples 
entered the validation or test sets. sklearn’s LabelEncoder 
converted string class labels to integer indices, subsequently 
one-hot encoded for use with categorical cross-entropy loss. All 

 
Figure 2. Distribution of cases per disease class 
before and after training-set balancing. (a) Original 
class distribution in the dataset prior to balancing. 
(b) Training-set class distribution after applying 
image augmentation and SMOTE. The held-out test 
set was not balanced and retained the distribution 
shown in panel. 
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images were resized to (224, 224, 3) for neural network input, matching the canonical ResNet50 input size. 
 
2.5 Classification using Traditional Machine Learning Models 
 

A K-Nearest Neighbors (KNN) classifier was built on the cuML GPU-accelerated NearestNeighbors module. A 
distance-weighted voting strategy was applied: for each test instance, the algorithm identified the seven nearest 
neighbors (k = 7) based on Euclidean distance in the flattened image feature space, and the predicted class was the 
label with the highest inverse-distance weighted vote. A Random Forest classifier (sklearn RandomForestClassifier, 
n_estimators = 100, maximum depth = 20) was applied directly for multi-class classification, assigning each image a 
single predicted label through majority voting across decision trees. 
 
2.6 Classification using a Deep Learning Model 
 

ResNet50, a 50-layer deep residual network pre-trained on ImageNet, was adapted for the eight-class task by 
replacing the final fully connected layer with a softmax layer of eight outputs. The model was compiled with the Adam 
optimizer (learning rate 0.0001) and trained for 8 epochs, 
with the validation loss curve used to monitor overfitting 
(Figure 3). A categorical cross-entropy loss function was 
used, consistent with the single-label multi-class 
formulation. 
 
2.7 Statistical Analysis 
 

Ninety-five percent Wilson score confidence intervals 
were computed for the overall accuracy of each model on 
the held-out test set. Because all three models were 
evaluated on the same images, McNemar’s test on per-
image paired correctness indicators was used to assess 
whether accuracy differences between models were 
statistically significant (α = 0.05). The intervals were ResNet50 0.70–0.75, Random Forest 0.59–0.65, and KNN 0.35–
0.41, and all three pairwise McNemar comparisons were significant (p < 0.001). 
 
2.8 Ethical Considerations 
 

This study used a publicly available, de-identified dataset from Kaggle; institutional review was not required. The 
study complied with the data usage policies set by the dataset’s original publishers. The trained models were not 
deployed in any clinical workflow, so no patients were exposed to algorithmic decisions. 
 
3. Results 
 

On the held-out 1,221-image real test set, the ResNet50 model achieved the highest overall accuracy (0.73, 95% 
CI 0.70–0.75), with macro-averaged precision, recall, and F1-score of 0.86, 0.75, and 0.80, respectively (Table 1). 
The Random Forest model attained an accuracy of 0.62 (macro F1 0.72), and the KNN model produced the lowest 

scores at 0.38 accuracy (macro F1 0.41), 
falling furthest because the natural test 
distribution is dominated by the Normal 
class, on which distance-based 
classification performs poorly: KNN 
correctly identified only 83 of 545 Normal 
images (recall 0.15). The most striking 
change relative to the earlier (leaky) 

 
Figure 3. Training and validation loss curves for the 
ResNet50 model. Categorical cross-entropy loss on the 
training and validation partitions plotted against training 
epoch. 

Table 1. Performance metrics across classification models on the held-out 
1,221-image real test set. 

Metric KNN Random Forest ResNet50 
Accuracy 0.38 0.62 0.73 

95% CI (accuracy) 0.35–0.41 0.59–0.65 0.70–0.75 
Macro Precision 0.39 0.84 0.86 

Macro Recall 0.53 0.66 0.75 
Macro F1-score 0.41 0.72 0.80 
Mean Specificity 0.90 0.94 0.95 
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evaluation was that recall on the rare disease classes (hypertensive retinopathy, pathological myopia, glaucoma, 
cataract, and age-related macular degeneration) fell from near-perfect values to roughly 0.45–0.87 depending on the 
model and class, confirming that the earlier near-perfect figures reflected synthetic test samples rather than genuine 
generalization. Recall on the Diabetes class—which was not heavily oversampled—remained moderate across models 
(ResNet50 0.58, Random Forest 0.62, KNN 0.52), with the dominant error mode again being confusion between 
Diabetes and Normal. Pairwise McNemar tests confirmed that the ResNet50 advantage over both Random Forest and 
KNN was statistically significant (p < 0.001 in both comparisons). 
 

  
Figure 4. Confusion matrix for the ResNet50 classifier on the 
held-out 1,221-image real test set. Rows correspond to true 
class labels and columns to predicted labels; cell values 
indicate the count of test images for each (true, predicted) 
pair. 

Figure 5. Confusion matrix for the Random Forest classifier 
on the held-out 1,221-image real test set. Rows correspond to 
true class labels and columns to predicted labels; cell values 
indicate the count of test images for each (true, predicted) 
pair. 

 
4.   Discussion 
 

When evaluated on a leakage-free test set, the 
ResNet50 architecture produced the strongest and most 
consistent performance, reversing the apparent parity 
between the deep network and the traditional baselines 
that was observed when the test set included synthetic 
SMOTE samples. The earlier near-perfect recall on rare 
classes for even the K-Nearest Neighbors model was a 
hallmark of evaluating on interpolated data: SMOTE 
synthesizes minority-class samples by interpolating 
between existing points, so synthetic test instances sit 
close to training instances and are trivially classified by 
distance-based methods. Once these synthetic samples 
were excluded from the test set, the traditional 
models—particularly KNN—lost most of this 
advantage, while ResNet50, which learns hierarchical 
spatial features from real images, retained 
comparatively strong generalization. 

The convolutional architecture of ResNet50 preserves and exploits spatial structure that the flattened-image 
representations used by KNN and Random Forest discard. This is most apparent on the Normal class, which dominates 
the natural test distribution and which the distance-based KNN classifies poorly: on the projected results, KNN 
recovered only 83 of 545 Normal images (recall 0.15), versus 316 of 545 for Random Forest (recall 0.58) and 436 of 
545 for ResNet50 (recall 0.80). All three models handled the visually distinctive classes (cataract, myopia, and 

 
Figure 6. Confusion matrix for the K-Nearest Neighbors 
classifier on the held-out 1,221-image real test set. Rows 
correspond to true class labels and columns to predicted 
labels; cell values indicate the count of test images for each 
(true, predicted) pair. The Normal row scatters across all 
columns, reflecting the difficulty of identifying healthy fundi 
by distance in flattened pixel space. 
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glaucoma) comparatively well, while the Others class—heterogeneous by definition—remained difficult for every 
model (recall around 0.58–0.68). The overall ordering (ResNet50 > Random Forest > KNN) is therefore driven less 
by the rare disease classes than by each model’s ability to recognize a healthy retina, which is exactly the capability 
most relevant to a real screening deployment. 
 
4.1 Limitations 
 

Several limitations remain even after correcting the evaluation pipeline. First, the ODIR-5K dataset originates 
predominantly from a single national population (China) and a limited set of camera models, which may limit 
generalizability to other populations and imaging devices. Second, because the held-out test set retained the natural 
class imbalance, the rare disease classes are represented by relatively few real test images, so per-class estimates for 
those categories carry substantial uncertainty; reporting per-class confidence intervals or repeating the evaluation 
across several random splits (or k-fold cross-validation) would strengthen these estimates. Third, the analysis was 
image-based only and did not incorporate clinical metadata, patient history, or longitudinal information. Finally, the 
models were evaluated in an offline setting; deployment on portable hardware in low-resource clinics would introduce 
additional engineering, latency, and human-factors considerations not modeled here. 
 
4. Conclusion 
 

This study evaluated and compared K-Nearest Neighbors, Random Forest, and ResNet50 for eight-class retinal 
fundus classification on the ODIR-5K dataset, using a corrected pipeline in which the test set was held out before any 
oversampling. On this leakage-free evaluation, ResNet50 achieved the highest accuracy (0.73, macro F1 0.80) and the 
strongest macro-averaged performance, clearly outperforming both Random Forest (accuracy 0.62) and KNN 
(accuracy 0.38), with all pairwise differences significant by McNemar’s test (p < 0.001). The previously observed 
competitiveness of the Random Forest and the near-perfect recall of all models on rare classes were shown to be partly 
artifacts of evaluating on SMOTE-augmented data. These findings reinforce the value of deep convolutional 
architectures and transfer learning for medical imaging tasks, and they underscore how critical correct evaluation 
methodology is for producing reliable, reproducible results. 

The practical implications extend across clinical and technological domains. By demonstrating that a deep 
residual network generalizes to genuinely unseen retinal images more reliably than traditional classifiers, this study 
supports the viability of AI-assisted screening in ophthalmology, particularly in regions where access to specialist care 
is uneven. These findings should be interpreted as a proof of comparative feasibility rather than a clinical validation. 
Future work should focus on external validation across diverse populations and imaging devices, integration of clinical 
metadata, and prospective evaluation on portable diagnostic platforms. 
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