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Abstract 

Forecasting equity returns remains one of the most challenging problems within portfolio management, largely due to 
the non-stationary nature of financial markets and the failure of conventional models to adapt across distinct 
macroeconomic environments. In this paper, the efficacy of incorporating unsupervised regime-detection algorithms 
into deep learning architectures to forecast 21-day forward cumulative returns of the S&P 500 is investigated. Utilizing 
a 20-year dataset of financial and macroeconomic indicators, including SPY, IWM, VIX, the Federal Funds Rate, and 
CPI, latent market states were extracted using three unsupervised clustering algorithms and HMMs. These hybrid 
models were compared against uncontextualized vanilla LSTMs and statistical baselines to track meaningful changes 
in accuracy. The findings demonstrate that while vanilla LSTMs underperform the statistical benchmarks, GMMs 
outperform and minimize out-of-sample mean absolute error (MAE) in prediction, being modestly lower than that of 
the benchmarks. Ultimately, HMMs achieved the highest out-of-sample r2, supporting regime awareness as a 
moderately useful tool in financial forecasting over short-term intervals. 
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1. Introduction 
 

Forecasting financial time series data is one of the most challenging fields within predictive modeling due to the 
inherently noisy and catalyst-driven nature of financial markets (Cont, 2001). Several types of models trained for 
portfolio management, ranging from traditional linear regression to modern deep learning algorithms, often fail to 
handle tail-risk market scenarios (Fischer and Krauss, 2018). Due to the lack of adaptability, for instance, models 
trained during a low inflation and interest rate environment will perform poorly in the opposite environment, and vice 
versa (Suárez‐Cetrulo et al., 2023). Because they lack the capability to distinguish among distinct macroeconomic 
phases, such "vanilla" models that take a “one size fits all” approach tend to overfit the dominant historical trend, 
developing directional biases that lead to large out-of-sample errors when market conditions change and render them 
unreliable for long-term market prediction. 

To address the issue of continuously changing market phases, researchers rely on the concept of market regimes. 
The underlying logic of market regimes is based on the idea that market behavior can be divided into specific latent 
states, such as low-volatility bull markets, high-volatility downturns, sideways markets, and many other forms of price 
action. Additionally, the main assumptions made are that the characteristics of the price action within each type of 
market regime will vary, and when adding a regime feature to a model, it can improve the model’s awareness of the 
given market conditions. Algorithmically identifying and classifying these periods, a challenge known as the Market 
Regime Clustering Problem (MRCP), allows us to add regimes as a new feature for prediction models (McGreevy et 
al., 2024).  
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Unsupervised machine learning provides a strong framework for discovering these structural patterns in the 
financial markets. Algorithms like a standard k-means partition data to establish hard boundaries between market 
states, while density-based methods like DBSCAN (Density-Based Spatial Clustering of Applications with Noise) are 
effective at isolating black swan events as outliers (Ester et al., 1996). Furthermore, more probabilistic approaches 
such as Gaussian Mixture Models (GMMs) allow for soft clustering, acknowledging the ambiguous boundaries of 
transitions between states by assigning a probability that any given time period belongs to a specific regime. 
Furthermore, to handle both clustering and analyzing these transition probabilities between regimes, Hidden Markov 
Models (HMMs) are often employed (Ang & Bekaert, 2002; Hamilton, 1989). 

While previous studies have explored regime-aware forecasting and regime-switching models in the financial 
markets, notable gaps remain. Earlier work on HMMs, such as Ang and Bekaert (2002) and Hamilton (1989), focus 
on using regimes for business cycle analysis rather than forecasting market performance. More recent deep learning 
studies, such as Fischer and Krauss (2018), apply LSTMs to market prediction but do not incorporate regimes as 
context. Other works that examine regime detection alongside deep learning, such as McGreevy et al. (2024), focus 
on reviewing strategies on hourly time frames, leaving short-term and medium-term equity return forecasting largely 
unaddressed. This study contributes to the existing literature by comparing unsupervised regime-detection algorithms 
as additional features for LSTM-based forecasting of 21-day S&P 500 returns, benchmarked against statistical 
baselines and a vanilla LSTM. 

The remainder of this paper is structured as follows. Section II details the data preprocessing steps, the feature 
engineering for all models used, and the hyperparameter optimization framework deployed. Section III presents the 
out-of-sample performance for each modeling approach: vanilla LSTM, LSTMs combined with unsupervised 
clustering algorithms, and Gaussian HMMs. Additionally, all results are evaluated against statistical baselines. Finally, 
Section IV summarizes the results on the usefulness of dynamic regimes as context for financial time-series forecasting 
and Section V discusses logical next steps. 
 
2. Materials and Methods 
 

The dataset utilized spans a roughly 20-year period from January 2006 to October 2025. The end date of October 
31, 2025, was intentionally selected to cut off the dataset prior to a reporting gap in economic data caused by a U.S. 
government shutdown, to ensure data integrity. Daily market data, including that of the S&P 500 ETF (SPY), the 
Russell 2000 ETF (IWM), and the CBOE Volatility Index (VIX), were sourced via Yahoo Finance. Macroeconomic 
indicators, including the Federal Funds Rate (FFR) and the Consumer Price Index (CPI), were sourced from the 
Federal Reserve Economic Data (FRED) database. 

The primary objective of the predictive models was to forecast the 1-month forward performance of the S&P 500. 
To achieve this, the target variable was defined as the rolling 21-day sum of forward daily simple returns. A fixed 
forward-window indexer was utilized to aggregate the daily percentage changes of the subsequent 21 trading days at 
each time step, serving as the actual cumulative monthly return. Additionally, the models utilized in this paper relied 
on change-based rather than price-based features, though both are options (Lopez de Prado, 2018). SPY and IWM 
prices were transformed into daily simple returns. Similarly, the raw CPI index was transformed into a YoY percentage 
change to represent the true inflation rate, as opposed to a growing index. The VIX and FFR were kept in their original 
forms, as they are generally mean-reverting and bounded. To prevent look-ahead bias, lags were also applied to the 
macroeconomic data. Because the FFR and CPI are reported monthly, their values were shifted forward by one month 
before being merged with the daily market data. The shifted values were then forward-filled to match daily trading 
rows, ensuring that the models only had access to macroeconomic data that was publicly available to market 
participants on any given trading day. After all preprocessing, including the removal of rows with missing or unused 
values due to lagging, 4,968 daily observations remained for model training and testing. 

Before using LSTMs for predictive modeling, unsupervised learning algorithms were individually deployed on 
the dataset to classify the prevailing market regime on each day. Four primary clustering algorithms were evaluated: 
K-Means, DBSCAN, GMMs, and Gaussian HMMs. To ensure the models captured meaningful macroeconomic eras 
without overfitting, the optimal number of market regimes was determined algorithmically. For k-means clustering, 
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the elbow method was used to identify the optimal number of clusters between 1 and 12. For the GMMs and HMMs, 
BIC (Bayesian Information Criterion) was used (Schwarz, 1978). The algorithms calculated the BIC score between 2 
and 10 states, and the best state counts that minimized the BIC penalty were selected for further analysis. All regime 
labels were converted into independent binary vectors utilizing one-hot encoding to avoid ordering bias. All predictive 
models received the same 5 input features: SPY daily returns, IWM daily returns, VIX daily close, lagged CPI YoY 
change, and the lagged FFR. For the regime-augmented LSTM models, the one-hot encoded regime label was included 
as an additional feature.  

To ensure a fair comparison across methodologies, the LSTM architectures were not statically defined. Instead, 
Bayesian hyperparameter optimization was conducted using the Hyperopt library equipped with a Tree-structured 
Parzen Estimator (TPE). For each regime configuration, Hyperopt executed 20 trials, selecting features including the 
input window size, scaler type, LSTM unit density across up to two layers, dropout rates, L2 regularization penalties, 
learning rates, and batch sizes. To prevent temporal leakage and evaluate model robustness during the optimization 
phase, a five-fold time-series cross-validation was integrated into the Hyperopt objective function. Monthly reported 
data points, such as the CPI, were lagged by one month to ensure prediction was based on known information at the 
given time. Final model efficacy was evaluated on an out-of-sample test set with an 80/20 train-test split in the data. 
The training set ranged from January 4, 2006, to October 15, 2021, while the test set ranged from October 18, 2021, 
to October 2, 2025, both following a chronological order. The performance of the models was measured using out-of-
sample r2, MAE, and root mean squared error (RMSE). These results were benchmarked against two naive statistical 
models, specifically predicting zero and predicting the historical mean for 21-day SPY returns. 

Two primary categories of predictive architectures were evaluated: LSTM neural networks, both vanilla and 
regime-augmented, and standalone Gaussian HMMs (Hochreiter & Schmidhuber, 1997). For the deep learning 
pipeline, data preprocessing required scaling to manage the extreme outliers characteristic of black swan events in 
financial data. Continuous features were scaled utilizing RobustScaler, selected over StandardScaler in the 
hyperparameter optimization phase. To handle sequences, the daily data was transformed to represent lookback 
windows of 21, 42, or 63 days. Following hyperparameter optimization, a 21-day lookback window was selected for 
the K-Means LSTM, 42-day window for the vanilla LSTM, and 63-day window for the GMM LSTM. To stabilize the 
network, the architecture used the tanh activation function and gradient clipping was enforced within the Adam 
optimizer. Additionally, for the sake of having a purely statistical benchmark, a Gaussian HMM was evaluated as a 
standalone predictive model. In this architecture, the HMM detected the current latent regime. Predictions were then 
generated by mapping the identified hidden state to its corresponding historical mean 21-day return observed during 
the training period. This allowed for a direct comparison between the state-based forecasting of traditional econometric 
models and the non-linear modeling of LSTMs. 
 
3. Results 
 

The predictive efficacy of each modeling architecture was evaluated on the final 20% of the dataset. Model 
performance was mainly evaluated through out-of-sample r2 and MAE. RMSE was also tracked to penalize larger 
prediction deviations. The comprehensive out-of-sample performance metrics for all models are detailed in Table 1. 

The baseline values demonstrate the complexity of forecasting financial time series data. Predicting the historical 
mean achieved an MAE of 3.63% and an r2 of -
0.0026. Furthermore, several models achieved 
negative r2 values, indicating that their predictive 
accuracies were below that of a statistical 
baseline and failed to capture a meaningful edge 
in out-of-sample testing. The Vanilla LSTM, 
without having any regime feature, yielded the 
lowest r2 of the entire study at -0.2821 and the 
highest RMSE. Though, introducing spatial 
clustering to the LSTM improved the network's 

Table 1. Out-of-Sample Performance (21-Day Cumulative Return). 
Modeling Approach R2 MAE RMSE 
Mean Prediction -0.0026 3.63% 4.54% 
Zero Prediction -0.0544 3.85% 4.65% 
Vanilla LSTM -0.2821 3.81% 5.13% 
DBSCAN + LSTM -0.0349 3.52% 4.61% 
K-means + LSTM (5 clusters) -0.0068 3.60% 4.55% 
GMM + LSTM (5 clusters) -0.0208 3.38% 4.58% 
GMM + LSTM (9 clusters) 0.0165 3.35% 4.50% 
Gaussian HMM (9 clusters) -0.0692 3.55% 4.69% 
Gaussian HMM (4 clusters) 0.0303 3.48% 4.47% 
Gaussian HMM (2 clusters) -0.0680 3.55% 4.69% 
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accuracy. The LSTM combined with DBSCAN and K-Means with 5 clusters showed modest improvements over the 
vanilla LSTM. GMMs yielded higher r2 values and the lowest MAE, with a 9-cluster GMM achieving 3.35%, 
outperforming the historical mean prediction by 0.28%. The improvement in MAE compared to the baseline value of 
3.63%, while modest, indicates a real edge in predictive accuracy. Applied directly to investment decisions, such an 
edge can be utilized in volatility forecasting or derivatives strategies. Furthermore, the model also reached a positive 
r2. Ultimately, this demonstrates that providing an LSTM with market regime features as probabilities contributes 
positively to the model’s performance.  

In addition, the Gaussian HMM was evaluated with many different variations of clusters, as determined by the 
BIC. When the HMM was constrained to only 2 clusters, potentially representing a binary market structure with there 
only being a bull and bear phase, the resulting r2 was negative. When expanded to 9 clusters, the HMM failed to 
produce much higher results and adapt to out-of-sample volatility as well, leading to a lower r2. However, when 
utilizing 4 clusters, the HMM’s performance improved and achieved the highest r2 of the entire study at 0.0303 
alongside the lowest RMSE (4.47%). Overall, while deep learning pipelines (LSTM + GMM) performed best at 
minimizing MAE, a standalone Markov model with 4 states provided the highest overall variance explanation for 21-
day returns. The 4-state HMM’s regime changes over time are depicted in Figure 1 below. 

Plotted on a logarithmic scale, the chart 
depicts the model’s mapping of distinct 
macroeconomic environments without prior 
explicit knowledge of historical catalysts. The 
graph provides room for interpretation of the 4 
model-assigned regimes, appearing segmented 
into a few different macroeconomic conditions. 
Regime 1 may represent periods of tail-risk and 
severe market contractions, covering the 2008 
Global Financial Crisis, the 2020 COVID-19 
pandemic, and the 2022 inflation spike. Regimes 
0 and 2 may characterize eras of prolonged low-

volatility and economic growth, covering periods such as the mid-2010s and the 2021 monetary easing. Finally, 
Regime 3 appears to encapsulate transitional and more choppy environments, such as the post-2008 recovery phase 
and the recent 2023–2025 high-rate rally. 
 
4. Discussion 
 

This research aimed to address the complexities caused by non-stationarity in stock price data by using a variety 
of machine learning architectures for regime detection. By predicting the 21-day forward cumulative return of the 
S&P 500 across a 20-year horizon, the performance of purely statistical models, uncontextualized deep learning 
models, and hybrid clustering-deep learning pipelines was analyzed. These findings support that applying standard 
deep learning architectures to financial markets with the macroeconomic context provided by regimes can significantly 
improve predictive performance. The Vanilla LSTM, for instance, clearly underperformed statistical baselines, 
yielding the lowest r2 and highest MAE in the entire study. Integrating unsupervised clustering algorithms with an 
LSTM to provide explicit market regime labels improved the predictive viability of these networks, as well as using 
a standalone HMM. The empirical results demonstrated that two separate models performed best in maximizing r2 
and minimizing MAE, respectively. The LSTM augmented with a 9-cluster GMM achieved the lowest MAE of the 
study, successfully outperforming the historical mean baseline by 0.28%. Alternatively, the Gaussian HMM with 4 
states achieved the highest r2 (0.0303) and, notably, the lowest RMSE (4.47%). With 2 and 9 clusters, the HMM’s 
predictive capabilities were comparatively worse than most other clustering-deep learning hybrids, so 4 clusters arose 
as a roughly predictable midpoint. 

Ultimately, this paper demonstrates that market regimes positively contribute toward robust financial forecasting 
models and can act as a useful feature in short-term, 21-day forecasting. While other papers, such as McGreevy et al. 

 
Figure 1. S&P 500 (SPY) Overlaid with 4-State Gaussian HMM 
Regimes. SPY data sourced from Yahoo Finance. 
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(2024), apply regime detection to developing pairs trading strategies and on an hourly time frame, this paper examines 
regime detection strategies over short-to-medium term time frames. The findings indicate that clustering-deep learning 
hybrids performed best at minimizing raw forecasting error and Markov models offered the strongest framework for 
explaining structural market variance over a 21-day period. 

While the integration of market regimes improved out-of-sample forecasting in this study, several promising areas 
of research remain for future exploration. First, future research can transition from solely evaluating the efficacy of 
market regime detection algorithms to integrating them with a portfolio management strategy. By converting the 21-
day forward return predictions generated by the GMM-LSTM and the 4-state HMM into active trading strategies, 
these models can be evaluated on their practical viability for implementation. Such studies should also assess out-of-
sample performance using risk-adjusted financial metrics, such as the Sharpe Ratio, Sortino Ratio, and maximum 
drawdown, while also potentially accounting for other factors including slippage. 

Second, while this study relied on change-based features (daily returns and percentage changes) to maintain 
stationarity, future iterations could explore direct price-based modeling for the S&P 500 data. Investigating whether 
different deep learning architectures can map long-term trends from raw price levels with success is an alternative to 
predictive modeling and the results can be compared with change-based models. 

Finally, subsequent research should experiment with modifying the training and testing time frames to explicitly 
isolate the models from historically anomalous, high-volatility eras. For instance, restricting the train-test dataset to 
the relatively stable 2010–2019 time frame would remove the structural anomalies resulting from the 2008 Financial 
Crisis, the COVID pandemic, and the 2022 inflationary shock. However, it is worth noting that models trained on 
such curated data would be specialized and applicable only to specific, “normal” market environments, as they would 
be tuned to avoid tail-risk event training. Deploying such specialized models in practice would require a secondary 
logical framework to first identify and confirm the presence of these normal market conditions before evaluating the 
efficacy of a predictive model. 
 
5. Conclusion 
 

This paper determined that incorporating unsupervised market-regime detection, particularly through GMM 
clustering and Gaussian HMMs, results in a modest improvement over a vanilla LSTM and statistical baselines in 
forecasting 21-day S&P 500 returns. 

Some limitations should be noted. First, while the GMM-LSTM and HMM models outperformed the baselines, 
the magnitude of improvement was modest and this paper did not conduct statistical significance testing to confirm 
whether the observed differences in r², MAE, and RMSE display a meaningful improvement rather than being noise. 
Future work should incorporate techniques such as the Diebold-Mariano test to confirm the significance of these 
differences in performance. Second, model performance was sensitive to the number of clusters selected for each 
unsupervised algorithm. For instance, the HMM's predictive accuracy moderately varied across 2, 4, and 9 states, with 
4 being chosen as a roughly predictable midpoint. The sensitivity in the results suggests that the number of clusters 
selected, or the number of regimes, may require greater justification in future research beyond performance on a single 
dataset. 

Despite these limitations, this study contributes to the body of research on regime-based financial forecasting by 
comparing unsupervised clustering algorithms combined with an LSTM and Markov models. The findings suggest 
that market regimes, when incorporated as an additional input feature, may offer a promising avenue for improving 
short-term forecasting accuracy, though further validation through statistical testing is paramount before such 
improvements can be considered economically meaningful. 
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